Hive数据分析
【实验名称】 
Hive数据分析
【实验目的】 
[bookmark: _GoBack]掌握数据仓库Hive概念及其基本原理、SQL语句、数据库查询分析
【实验要求】
 数据仓库Hive基本操作、创建数据库和表、使用SQL语句进行查询分析
【实验设备】 
基于综合实验1在hadoop1主节点上进行操作


【实验步骤】
1.创建Hive数据库
1.1启动MySQL数据库
[root@hadoop1 ~]# service mysqld restart
[image: ]

1.2进入Hive
[root@hadoop1 ~]#hive
[image: ]
1.3在hive中创建dblab数据库
hive> create database dblab;
hive> use dblab;
[image: ]
[image: ]
1.4创建外部表
hive> CREATE EXTERNAL TABLE dblab.bigdata_user(id INT,uid STRING,item_id STRING,behavior_type INT,item_category STRING,visit_date DATE,province STRING) COMMENT 'Welcome to xmudblab!' ROW FORMAT DELIMITED FIELDS TERMINATED BY '\t' STORED AS TEXTFILE LOCATION '/bigdatacase/dataset';

[image: ]

2.Hive查询数据
2.1查看dblab数据库中的表
hive> use dblab; 
hive> show tables; 

[image: ]
2.2查看bigdata_user表的各种属性
hive> show create table bigdata_user; 

[image: ]



2.3查看表的简单结构
hive> desc bigdata_user;

[image: ]

2.4查询相关数据
hive>  select * from bigdata_user limit 10;
[image: ]

hive> select behavior_type from bigdata_user limit 10;
[image: ]



3.Hive数据分析
3.1简单查询分析
查看前10位用户对商品的行为
hive> use dblab; 
hive> select behavior_type from bigdata_user limit 10;

[image: ]

3.2查询前20位用户购买商品的时间和商品的种类
hive> select visit_date, item_category from bigdata_user limit 20;
[image: ]


3.3查询条数统计分析
用聚合函数 count()计算出表内有多少行数据
hive> select count(*) from bigdata_user;
[image: ]

3.4在函数内部加上distinct,查出uid不重复的数据有多少条
hive> select count(distinct uid) from bigdata_user;
[image: ]


3.5以关键字的存在区间为条件的查询
查询2014年12月10日到2014年12月13日有多少人浏览了商品
hive> select count(*) from bigdata_user where behavior_type='1' and visit_date<'2014-12-13' and visit_date>'2014-12-10';

[image: ]

3.6以月的第n天为统计单位,依次显示第n天网站卖出去的商品个数
hive> select count(distinct uid), day(visit_date) from bigdata_user where behavior_type='4' group by day(visit_date);

[image: ]

3.7关键字赋予定值为条件,对其他数据进行分析
取给定时间和给定地点，求当天发出到该地点的货物的数量
hive> select count(*) from bigdata_user where province='江西' and visit_date='2014-12-12' and behavior_type='4';

[image: ]

3.8查询一件商品在某天的购买比例或者浏览比例
查询有多少用户在2014-12-11购买了商品
hive> select count(*) from bigdata_user where visit_date='2014-12-11'and behavior_type='4';
[image: ]
3.9查询有多少用户在2014-12-11点击了该店
hive> select count(*) from bigdata_user where visit_date ='2014-12-11';

[image: ]

3.10查询用户10001082在2014-12-12点击网站的次数
hive> select count(*) from bigdata_user where uid=10001082 and visit_date='2014-12-12';
[image: ]

3.11查询所有用户在这一天点击该网站的次数
hive> select count(*) from bigdata_user where visit_date='2014-12-12';
[image: ]
3.12查询某一天在该网站购买商品超过5次的用户id
hive> select uid from bigdata_user where behavior_type='4' and visit_date='2014-12-12' group by uid having count(behavior_type='4')>5;
[image: ]
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hive> use dblab;
oK

Tine taken: 0.028 seconds

hive> show tavles;
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bigdata_user

Time taken: ©.138 seconds, Fetched: 1 row(s)
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hive> show create table bigdata_user;
ok

“behavior_type" int
“item_category” string,
“visit_date’ date,
“province’ string)
COMMENT "Welcome to xmudblab!®
ROW FORMAT SERDE
“org. apache.hadoop. hive. serde2. 1azy. LazySinpleSerDe”
WITH SERDEPROPERTIES (
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hive> desc bigdata user;

ok
id int
uid string
item_id string
behavior_type int
iten_category string
visit_date date
province string

Time taken: ©.877 seconds, Fetched: 7 row(s)
hives |
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hive> select * from bigdata user limit 10;
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hive> select behavior_type from bigdata_ user limit 10;
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Time taken: ©.181 seconds, Fetched: 1@ row(s)
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hive> select behavior_type from bigdata_user limit 10;
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Time taken: 0.175 seconds, Fetched: 10 row(s)
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hive> select visit date, item_category from bigdata_user limit 20;
ok

2014-12-08 4076
2014-12-12 5503
2014-12-12 5503
2014-12-02 5762
2014-12-12 5232
2014-12-02 5762
2014-12-12 5503
2014-12-12 10894
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2014-12-12 10894
2014-12-12 2825
2014-11-28 2825
2014-12-15 3200
2014-12-03 10576
2014-11-20 10576
2014-12-13 10576
2014-12-08 10576
2014-12-14 7079
2014-12-02 6889
2014-12-12 5232

Time taken: 0.198 seconds, Fetched: 20 row(s)
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hive> select count(*) from bigdata_user;
WARNING: Hive-on-MR is deprecated in Hive 2 and may not be available in the future versions. Consider using a di
Query 1D = root_20180913190614_1a300c9d-8629-4a37 -bfec-cesFbasee72]
Total jobs = 1
Launching Job 1 out of 1
Number of reduce tasks determined at compile time: 1
In order to change the average load for a reducer (in bytes
et hive.exec.reducers.bytes. per. reducer=<number>
In order to limit the maximum number of reducers:
et hive.exec.reducers. max=<number>

job_1536833405943_0001, Tracking URL = http://hadoop1:8088/proxy/application_1536833405943_0001/

7opt/hadoop-3.1.0/bin/hadoop job -kill job_1536833405943_0001

Hadoop job information for Stage-1: number of mappers: 1; number of reducer:

2015-09-13 1 7,224 Stage-1 map = 0%, reduce = 0%

2018-09-13 19:06:36,560 Stage-1 map = 100%, reduce = 0%, Cumulative CPU 2.27 sec

2015-09-13 1 12,743 Stage-1 map = 100%, reduce = 100%, Cumulative CPU 4.08 sec

MapReduce Total cumulative CPU time: 4 seconds 80 msec

Ended Job = job_1536833465943_6661

MapReduce Jobs Launched:

Stage-Stage-1: Map: 1 Reduce: 1 Cumulative CPU: 4.08 sec HDFS Read: 15599701 HDFS Write: 106 SUCCESS
4 seconds 80 msec

1

Total MapReduce CPU Time Spent
ok

PR—

Time taken: 30.293 seconds, Fetched: 1 row(s)
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hive> select count(distinct uid) from bigdata_user;
WARNING: Hive-on-MR is deprecated in Hive 2 and may not be available in the future v
Query 1D = root_20180913190751_6bbbOFF2-26e0-472F-9243-7667d4dFCObY
Total jobs = 1
Launching Job 1 out of 1
Number of reduce tasks determined at compile time: 1
In order to change the average load for a reducer (in bytes
et hive.exec.reducers.bytes. per. reducer=<number>
In order to limit the maximum number of reducers:
et hive.exec.reducers. max=<number>
In order to set a constant number of reducers:
set mapreduce. job. reduces=<number>
Starting Job = job_1536833405943_0002, Tracking URL = http://hadoop]:3088/proxy/appl
Kill Command = /opt/hadoop-3.1.6/bin/hadoop job -kill job_1536833405043_0002
Hadoop job information for Stage-1: number of mappers: 1; number of reducers: 1
reduce = 0%

Ended Job = job_1536833465043_0662

MapReduce Jobs Launched:

Stage-Stage-1: Map: 1 Reduce: 1 Cumulative CPU: 4.18 sec  HDFS Read: 15600109 HD
Total MapReduce CPU Time Spent: 4 seconds 180 msec

ime taken: 22.348 seconds, Fetched: 1 row(s)
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hive> select count(*) from bigdata_user where behavior_type='1' and visit_date<'2014-12-13' and visit_date>'2014-12-10';
WARNING: Hive-on-MR is deprecated in Hive 2 and may not be available in the future versions. Consider using a different
Query 1D = root_20180913191418_51£2abba- FF7-40c8-0F13- 50744299707
Total jobs = 1
Launching Job 1 out of 1
Number of reduce tasks determined at compile time: 1
In order to change the average load for a reducer (in bytes):
et hive.exec.reducers.bytes. per. reducer=<number>
In order to limit the maximum number of reducers:
et hive.exec.reducers. max=<number>

job_1536833405943_0003, Tracking URL = http://hadoop1:8088/proxy/application_1536833405943_0003/
7opt/hadoop-3.1.0/bin/hadoop job -kill job_1536833405943_0003
Hadoop job information for Stage-1: number of mappers: 1; number of reducers: 1

7,970 Stage-1 map = @%, reduce = 6%

reduce = 6%, Cunulative CPU 6.61 sec

2018-09-13 19:14:44,536 Stage-1 map = 100%, reduce = 100%, Cumulative CPU 5.26 sec
MapReduce Total cumulative CPU time: § seconds 260 msec
Ended Job = job_1536833465043_0663
MapReduce Jobs Launched:
Stage-Stage-1: Map: 1 Reduce: 1  Cumulative CPUI §.26 sec HDFS Read: 15601175 HDFS Write: 105 SUCCESS
Total MapReduce CPU Time Spent: 8 seconds 260 msec

i
S ——
Time taken: 26.623 seconds, Fetched: 1 row(s)
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hive> select count(distinct uid), day(visit_date) from bigdata_user where behavior_type='4" group by day(visit_date);
WARNING: Hive-on-MR is deprecated in Hive 2 and may not be available in the future versions. Consider using a differer
Query 1D = root_20180913191544_73d4ddba- 5734~ 4be3-9b40- bF0AbII0FS2S
Total jobs = 1
Launching Job 1 out of 1
Number of reduce tasks not specified. Estimated from input data size: 1
In order to change the average load for a reducer (in bytes

et hive.exec.reducers.bytes. per. reducer=<number>
In order to limit the maximum number of reducers:

et hive.exec.reducers. max=<number>
In order to set a constant number of reducers:

set mapreduce. job. reduces=<number>
Starting Job = job_1536833405943 0004, Tracking URL = http://hadoopl:8088/proxy/application_1536833405943_0004/
Kill Command = /opt/hadoop-3.1.6/bin/hadoop job -kill job_1536833405043 0004
Hadoop job information for Stage-1: number of mappers: 1; number of reducers: 1

2,406 Stage-1 map = @%, reduce = 6%

1,646 Stage-1 map = 166%, reduce = 6%, Cunulative CPU 3.43 sec
,793 Stage-1 map = 166%, reduce = 166%, Cunulative CPU 5.21 sec
MapReduce Total cumulative CPU time: 5 seconds 210 msec
Ended Job = job_153683345043_0664.
MapReduce Jobs Launched:
Stage-Stage-1: Map: 1 Reduce: 1  Cumulative CPU: 5.21 sec  HDFS Read: 15601377 HDFS Write: 618 SUCCESS
Total MapReduce CPU Time Spent: 5 seconds 210 msec
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hive> select count(*) from bigdata_user where province="iLT" and visit _date='2014-12-12' and behavior_type='4";
WARNING: Hive-on-MR is deprecated in Hive 2 and may not be available in the future versions. Consider Using a di
Query 1D = root_20180913191749_62£22d56-04de-4e57 -b92F-25d843c47347
Total jobs = 1
Launching Job 1 out of 1
Number of reduce tasks determined at compile time: 1
In order to change the average load for a reducer (in bytes):
et hive.exec.reducers.bytes. per. reducer=<number>
In order to limit the maximum number of reducers:
et hive.exec.reducers. max=<number>

Starting Job = job_1536833405943_0006, Tracking URL = http://hadoopl:808/proxy/application_1536833405943_0006/

Kill Command = /opt/hadoop-3.1.6/bin/hadoop job -kill job_1536833405043_0006

Hadoop job information for Stage-1: number of mappers: 1; number of reducers: 1

2018-09-13 19:18:01,032 Stage-1 map = €%, reduce = 0%

2015-09-13 1 ,334 Stage-1 map = 166%, reduce = 6%, Cunulative CPU 3.58 sec

2018-09-13 19:18:14,529 Stage-1 map = 100%, reduce = 100%, Cumulative CPU 5.44 sec

MapReduce Total cumulative CPU time: 5 seconds 440 msec

Ended Job = job_1536833465943_0665

MapReduce Jobs Launched:

Stage-Stage-1: Map: 1 Reduce: 1  Cumulative CPU: 5.44 sec HDFS Read: 15600894 HDFS Write: 102 SUCCESS
5 seconds 440 msec

Total MapReduce CPU Time Spent
ok

—

Tine taken: 26.479 seconds, Fetched: 1 row(s)
fame Tak
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hive> select count(*) from bigdata user where visit _date='2014-12-11'and behavior_type='4";
WARNING: Hive-on-MR is deprecated in Hive 2 and may not be available in the future versions.
Query ID = root_26186913192319_eB413957-5¢5b-4ch2-8b24-990696927¢5
Total jobs = 1
Launching Job 1 out of 1
Number of reduce tasks determined at compile time: 1
In order to change the average load for a reducer (in bytes):
et hive.exec.reducers.bytes. per. reducer=<number>
In order to limit the maximum number of reducers:
et hive.exec.reducers. max=<number>

job_1536833405943_0007, Tracking URL = http://hadoopl:3083/proxy/application.
7opt/hadoop-3.1.0/bin/hadoop job -kill job_1536833405943_0007
Hadoop job information for Stage-1: number of mappers: 1; number of reducers: 1

2618-69-13 19:23:41,5099 Stage-1 map =
MapReduce Total cumulative CPU time: 5 seconds 868 msec
Ended Job = job_1536833465943_6667

MapReduce Jobs Launched:

Stage-Stage-

I g

me taken: 23.516 seconds, Fetched: 1 row(s)
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hive> select count(*) from bigdata_user where visit date ='2014-12-11';
WARNING: Hive-on-MR is deprecated in Hive 2 and may not be available in 1
Query 1D = root_20180913192556_03c34eF2-6379-46Fc-Bdac- 6e58aFF3408e
Total jobs = 1
Launching Job 1 out of 1
Number of reduce tasks determined at compile time: 1
In order to change the average load for a reducer (in bytes):

et hive.exec.reducers.bytes. per. reducer=<number>
In order to limit the maximum number of reducers:

et hive.exec.reducers. max=<number>

job_1536833405943_0008, Tracking URL = http://hadoopl:§0s:
7opt/hadoop-3.1.0/bin/hadoop job -kill job_1536833405943.
Hadoop job information for Stage-1: number of mappers: 1; number of redu
reduce = 0%

reduce = 6%, Cunulative CPU
2018-09-13 19:26:15,945 Stage-1 map = 100%, reduce = 100%, Cumulative CF
MapReduce Total cumulative CPU time: 5 seconds 350 msec
Ended Job = job_153683345043_0668
MapReduce Jobs Launched:
Stage-Stage-1: Map: 1 Reduce: 1
Total MapReduce CPU Time Spent
ok

10649 AuE—

Time taken: 23.289 seconds, Fetched: 1 row(s)
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hive> select count(*) from bigdata_user where uid=10001082 and visit_date='2014-12-12";
WARNING: Hive-on-MR is deprecated in Hive 2 and may not be available in the future vers:
Query 1D = root_20180913102807_84e04587-d397-4Fed-0d01-5c2469ac0a65
Total jobs = 1
Launching Job 1 out of 1
Number of reduce tasks determined at compile time: 1
In order to change the average load for a reducer (in bytes):
et hive.exec.reducers.bytes. per. reducer=<number>
In order to limit the maximum number of reducers:
et hive.exec.reducers. max=<number>

Job_1536833405943_0009, Tracking URL = http://hadoop]:5088/proxy/applicat
7opt/hadoop-3.1.0/bin/hadoop job -kill job_1536833405943_0009
Hadoop job information for Stage-1: number of mappers: 1; number of reducers: 1
reduce = 0%
reduce = 6%, Cunulative CPU 3.45 sec
166%, Cunulative CPU 5.24 sec
5 seconds 240 msec

Cumulative CPU: 5.24 sec  HDFS Read: 15601055 HDFS |
Total MapReduce CPU Time Spent: 5 seconds 240 msec

_xne ‘taken: 24.374 seconds, Fetched: 1 row(s)
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hive> select count(*) from bigdata_user where visit_date='2014-12-12';
WARNING: Hive-on-MR is deprecated in Hive 2 and may not be available if
Query 1D = root_20150913193109_§d£29099- Fe3a-4251-9907-bSbOcEbbAB2F
Total jobs = 1
Launching Job 1 out of 1
Number of reduce tasks determined at compile time: 1
In order to change the average load for a reducer (in bytes
et hive.exec.reducers.bytes. per. reducer=<number>
In order to limit the maximum number of reducers:
et hive.exec.reducers. max=<number>
In order to set a constant number of reducers:
set mapreduce. job. reduces=<number>
Starting Job = job_1536833405943_0010, Tracking URL = http://hadoop:
Kill Command = /opt/hadoop-3.1.6/bin/hadoop job -kill job_15368334059:
Hadoop job information for Stage-1: number of mappers: 1; number of re
reduce = 0%
reduce = 6%, Cunulative C
reduce = 166%, Cunulative
5 seconds 570 msec

Ended Job = job_1536833465943_6616
MapReduce Jobs Launched:

Stage-Stage-1: Map: 1 Reduce: 1  Cumulative CPUI 5.57 sec  HDFS Reat
Total MapReduce CPU Time Spent: 5 seconds 570 msec

—

Time taken: 24.353 seconds, Fetched: 1 row(s)
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hive> select uid from bigdata_user where behavior_type='4' and visit_date='2014-12-12' group by uid having count(behavior_type='4')>5;
WARNING: Hive-on-MR is deprecated in Hive 2 and may not be available in the future versions. Consider using a different execution engi
Query 1D = root_20150913193308_0ebo8060-0473-4b90- b194- c2Fe00ec 3080
Total jobs = 1
Launching Job 1 out of 1
Number of reduce tasks not specified. Estimated from input data size: 1
In order to change the average load for a reducer (in bytes
et hive.exec.reducers.bytes. per. reducer=<number>
In order to limit the maximum number of reducers:
et hive.exec.reducers. max=<number>
In order to set a constant number of reducers:
set mapreduce. job. reduces=<number>
job_1536833405943_0011, Tracking URL = http://hadoop1:8088/proxy/application 1536833405943 0011/
Kill Command = /opt/hadoop-3.1.6/bin/hadoop job -kill job_1536833405043 6011
Hadoop job information for Stage-1: number of mappers: 1; number of reducers: 1
2015-09-13 1 5,470 Stage-1 map = €%, reduce = 0%
2018-09-13 19:33:22,677 Stage-1 map = 100%, reduce = 0%, Cumulative CPU 3.29 sec
2015-09-13 1 ,880 Stage-1 map = 166%, reduce = 166%, Cunulative CPU 5.95 sec
MapReduce Total cumulative CPU time: 5 seconds 950 msec
Ended Job = job_1536833465943_6611
MapReduce Jobs Launched:
Stage-Stage-1: Map: 1 Reduce: 1  Cumulative CPUI 5.95 sec  HDFS Read: 15601145 HDFS Write: 478 SUCCESS
Total MapReduce CPU Time Spent: 5 seconds 950 msec
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[root@hadoopl ~]# service mysqld restart
ERROR! MySQL server process #1856 is not running!
Starting MySQL. SUCCESS!
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[root@hadoopl ~]# hive
SLF4J: Class path contains multiple SLF4) bindings.

SLF43: Found binding in [jar:file:/opt/hive/1ib/logdj-s14]-inpl-2.6.2.ar! /org/s1#4]/inpl /StaticloggerBind
er.class]

SLF43: Found binding in [jar:file:/opt/hadoop-3.1.6/share/hadoop/conmon/1ib/s143-10g4112-1.7.25. Jar! forg/s
1¢43/imp1/StaticLoggerBinder . class]

SLFaJ: See http://wa.s1¢43.0rg/codes.html#multiple bindings for an explanation.

SLF42: Actual binding is of type [org.apache.logging.s174].LogdjloggerFactory]

Logging initialized using configuration in jar
ties Async: true

Hive-on-HR is deprecated in Hive 2 and may not be available in the future versions. Consider using a differ
ent execution engine (i.e. spark, tez) or using Hive 1.X releases.

nives I

opt/hive/1ib/hive-common-2.3.3. jar

‘hive-1logj2. proper
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hive> create database dblab;
ok
Time taken: 4.339 seconds
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hive> use dblab;
ok
Time taken: 0.016 seconds
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hive> CREATE EXTERNAL TABLE dblab.bigdata_user(id INT,uid STRING,item_id STRING,behavior_type INT,item cate
gory STRING,visit_date DATE,province STRING) COMMENT ‘Welcome to xmudblab!' ROW FORMAT DELIMITED FIELDS TER
MINATED BY '\t' STORED AS TEXTFILE LOCATION '/bigdatacase/dataset s

ok

Time taken: 4.511 seconds




